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Introduction


This project grew out of the observation that scheduling courses could be a tedious task.  One had to consider what courses were necessary to fulfill the general college requirements and the requirements of one’s major.  Next one had to decide the order in which to take the necessary courses.  Order was restricted by when the course was offered and by prerequisite courses and goals.  Finally one had to select several courses offered in each semester such that no two chosen courses met at the same time.  All of these processes involved looking up information in catalogs and listings, an activity that lends itself naturally to computerization.  The goal of this project was to create the software necessary to describe this problem and build interfaces to this software that would help students and administrators in performing their respective tasks.

The Problem(s)


The problem of time conflicts was solved in a straightforward fashion.  The week is considered as an interval, measured in minutes, starting with 0 on midnight Monday and ending with 10080 on midnight Sunday.  Each meeting is described as a subinterval of the week.  Each section of each offered course is associated with a set of meetings.  Two sections are in conflict if and only if there existed a pair of intervals A and B such that:

i) A is a meeting of the first section

ii) B is a meeting of the second section

iii) A intersects B

To be completely proper we would have to allow meetings that started on Sunday night and ended Monday morning.  Practically speaking it would be safe to ignore this case.  However, to insure the correctness of our method, we state that such meetings must be recorded as two separate intervals.  That is [a,b] where a > b is interpreted as [a,11080] ( [0,b].


The problem of prerequisites was more difficult.  Our first attempt in representing the prerequisite structure was a simple digraph where each vertex represented a course and an edge from A to B meant that A required B.  This sufficed as long as prerequisites were of the form A AND B AND C AND … AND Z.

  Unfortunately many prerequisites could be satisfied in several ways.  For instance CS 348, in the diagram below requires CS 243 but only requires one of PHYSICS 180 and PHYSICS 230.

To correctly describe this situation we add two concepts to the basic digraph.  First we associate with each vertex a non-negative integer, r, representing the number of linked vertices it actually requires.  For instance r of CS 348 equals two since it requires only two of the three courses listed as prerequisites.  But we still have a problem: taking PHYSICS 180 and PHYSICS 230 would (improperly) satisfy the prerequisites for CS 348.  In general terms, we are able to describe the AND operation but we are unable to describe OR.  To solve this we introduce a second type of vertex into the graph.  These new vertices share all the properties of our original vertices except that they are not associated with any course and they are considered reached (accomplished) as soon as their prerequisites are met.  To distinguish these vertices from the courses we call them goals.  With this structure we can accurately describe any requirements which can be stated in terms of courses taken and the Boolean operations AND and OR.  Returning to our previous example we create an ELECTRONICS goal with r = 1 and edges to PHYSICS 180 and PHYSICS 230.  We then set r = 2 in CS 348 and create edges to CS 243 and ELECTRONICS.

The Implementation


The implementation of these structures and algorithms was coded in Java.  This was largely because it is the language that the author is most comfortable in.  Advantages of choosing Java include the ability to run on a variety of platforms and easy integration into web pages.  Some disadvantages are poor performance (relative to C and C++) and the lack of support for older personal computers.  Fortunately our data set was not large enough for performance to be a critical issue and most of the computers in the campus environment have Java Virtual Machines already installed.  What follows is an outline of the classes written to implement the ideas above.

Meeting - A simple ordered pair of integers, start and end, which represent the starting time and ending time of the meeting respectively.  Times are in minutes since midnight Monday.

Section - A collection of Meetings with an integer identifier and an associated Course.


Variables

Vector meetings

the collection of meeting objects


Methods

Boolean conflictsWith (Section s)
true if there is a time conflict between this and s

Pseudocode:


For each A in meetings



For each B in s.meetings




If a.start > b.end and a.end < b.start then





Return true


Return false

Goal – This class implements the goal vertex described in the previous section.  The first described type of vertex, the Course, is implemented as a subclass of Goal.


Variables

GoalList required

references to prerequisite goals

Integer numRequired
number of elements of above list actually required

Integer id


unique (within Department) identifier, see the Appendix

String name


human readable identifier (e.g. PHYSICS 230)


Methods

Boolean attained()

returns true if the prerequisites are satisfied

Pseudocode:


NumAttained = 0


For each R in required



If R.attained() then




NumAttained++


Return NumAttained >= numRequired

Course – The other type of vertex in our graph.  It inherits the variables and methods of Goal.


Variables

Boolean passed

true if this course has been successfully completed

Vector sections

sections offered this semester


Methods

Boolean attained()

overrides Goal,  returns the value of passed

Boolean attainable()

check prerequisites, same code as Goal.attained()

GoalList – This is an adaptation of the Vector class to deal specifically with Goals rather than Objects in general.  It also contains some useful filtering functions detailed below.


Methods

Section[] listSections()
list all sections of all courses in the list

Section[] listSections (Section[] taking)


list sections that don’t conflict with taking

Section[] listSections (Section[] taking, GoalList taken)

list sections of courses that don’t conflict with taking and are attainable given taken

Course[] listCourses ()
list all Courses in the list

Course[] listCourses (GoalList taken)




List all Courses which are attainable given taken

Department – An academic department.  This class is implemented as a subclass of GoalList with the following additions.


Variables

Integer id

unique (within the catalog) identifier, see the Appendix

String name

human readable identifier (e.g. “Computer Science”)

Catalog – An extension of Hashtable to deal specifically with Departments.  The id field of the department serves as its key.  

ParseCatalog – This isn’t really an object so much as an attempt to isolate the messier portions of code.  We obtained (allegedly) tabulated data files from Information Technology Services and the Office of the Registrar but, since each department is responsible for maintaining their own portions of the data, adherence to the specified format could most kindly be described as “loose”.  Interpreting these files became a game of editing out infrequent deviations and adding special rules to deal with the more frequent.  If this system is to work reliably in the future a good deal of time will have to be spent cleaning up the new data provided each semester.  There are three static methods in this class which parse the file formats detailed in the Appendix.


Methods

Static void parseCourseList (InputStream is, Catalog c)

Static void parseSectionList (InputStream is, Catalog c)

Static void parseRequirementList (InputStream is, Catalog c)

Future Considerations


There is much more work that could be done on this subject.  First there are some situations which the current structures cannot describe.  The most important of these is the concept of co-requisites, requirements that may be taken concurrently.  The first example we gave contains one: MATH 123 may be taken in the same semester as CS 242.  In the interest of simplicity and ease of implementation we have chosen to ignore this problem.  Another problem is repeatable courses: courses that may be taken more than once (usually a “topics” course or seminar).  Adding a concept of NOT to the graph (possibly by introducing a new type of edge) would solve this.  Adding NOT would also allow the description of exclusionary rules of the form “if you have taken A you may not take B”.  The courses PHYSICS 180 and PHYSICS 230 are an example of mutually exclusive courses.


The current implementation can describe only one semester at a time.  If the software is to be useful over a span of several semesters it must be aware of the changes in the college catalog.  The courses in the catalog and the requirements of each concentration change frequently (and the current movement toward curricular reform will probably make changes in the general college requirements).  The program must be aware of the date a user’s concentration was declared in order to determine the correct set of concentration requirements.  This information must then be merged with the current information on course requirements.


All of the file formats could stand to be improved.  The section and course lists could be simplified if departments were forced to adhere to the standard format or if someone had the time to proofread the data.  The requirement file format could be modified to allow listing of multiple goals with the same prerequisites (a common occurrence).  The concept of wildcards would also be useful in describing rules like “a two-hundred level course”.  Finally some convention for naming special goals, most notably the major and minor requirements, would be useful.
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Appendix

Course List Format

The course list is a tab delimited ASCII text file.  The first two fields are irrelevant.  The third contains a complete description of the course including title, years offered, credit, instructor, prerequisites and a synopsis.  Unfortunately there is no standard format for this to be in so all we can do is store it to show to users.  The fourth field is the three-digit identifier for the course, unique within its department.  Cross-departmental courses have the same identifier in all departments.  Currently all identifiers fall in the range 100- 699.  If the course is writing intensive a ‘W’ is appended to the id.  The fifth field contains the department name and identifier.  The name is an abbreviation (up to five letters).  White space separates the name from an integer identifier (unique to that department).  Currently all department ids are two digits.  There follow an unspecified number of irrelevant fields.  The record is terminated by the first field of the next record, which will start with “XXX” or by the end of the file.

Section List Format


The section list is an ASCII text file.  Each record contains four new-line (‘\n’) characters.  Fields are specified as follows: on the first line characters 25-26 are the two-digit department id; characters 28-30 are the three-digit course id; characters 33-34 are the two-digit section id.  The second line contains 0-2 meeting specifications.  The first starts at the beginning of the line while the second starts on the character 37.  A meeting specification is a string with the following format: characters 7-12 contain the starting time, characters 13-18 contain the ending time and characters 0-7 contain the days meetings occur.  All times currently fall between 8:00 AM and 4:00 PM.  Each day is represented by the first letter of its name except for Saturday and Sunday, which are unused, and Thursday which is ‘R’ to avoid conflict with Tuesday.

Requirement List Format


The requirement list is an ASCII text file containing one or more department specifications.  A department specification starts with ‘(‘ followed by the department id.  The department name, preceded by a colon, may optionally be specified following the id.  There follows a list of parenthesis delimited goal specifications.  The department specification is terminated by ‘)’.  A goal specification starts with ‘(‘ followed by an id and optional title in the same manner as the department id and title.  A comma terminates this field.  The next field, also terminated by a comma, contains the number of elements of the following list this goal requires.  There follows a comma-separated list of goal identifiers.  A single integer is assumed to refer to a goal within the current department.  A different department may be specified by appending a department id preceded by a colon.  The course specification is terminated by a ‘)’.  Note that no distinction is made here between courses and goals.  It is assumed that anything encountered in parsing the course list will be instantiated as a course.
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